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1. INTRODUCTION 
 
Internet represents one of the most important and variegated collection of information present in 
the world. With the growing utilization of such a mean, the amount of the available information 
has growed in an exponential way but, paradoxally, the possibilities for the users to run them 
profitably have reduced, a phenomenon often called information overloading (V. Bush “As We 
May Think”, 1945). 

The subject of the present work is the realization of a system prototype for intelligent agents 
specialized in adaptive information filtering and in the research of interest information present on 
the Web, called Holmes, part of M&S-SW project. For such a purpose, artificial intelligence 
technics in the scope of the machine learning, and focus crawling technics are used. 

The system developed in Java with client/server architecture gives the possibility to one or 
more users to interact from any browser by means of a specific GUI applet. 

This document is subdivided as follows: in the 2nd section, we will describe the architecture 
and the functions of the system; subsequently we will make room for the user’s modeling 
component and for the filtering system; finally the research module of the information on 
internet will be illustrated and some experimental results will be proposed. 

 
2. HOLMES ARCHITECTURE 

 
Holmes architecture is composed by a set of agents, each specialized in a particular function 
(figure 1): 
 

• Profile Agent: looks after the user’s interests modeling and contains the information 
filtering module. 

• Search Agent: is the agent that explores Internet making inquiries about the user’s 
interest resources. 

• Social Agent: agent based on a social based approach, allows to exchange references with 
resources present on the Web between users with similar interests. 



• User Agent: resides on the client and interacts with the user. Looks after submitting to the 
server all the requests and showing in an opportune way the results of the researches. 

 

 
 

Fig. 1 - Holmes Architecture 
 
In the first interaction, the system proposes to the user an interview that consists of a set of  
categories concerning a determined domain. For every category it is possible to express an 
opinion which represents how the argument refered to the category is in the interest of the user, 
like showed in Figure 2. The aim of this activity is to create a first approximation of the user’s 
profile, useful for the next filtering phase. 
 

 
Fig. 2 – Initial Interview 

 
Subsequently, the user has the possibility to research a specific topic of interest. If  the parasitic 
method is used, the request is submitted to one of the available research motors (AltaVista, 
Yahoo, both search engine and directory service). The obtained results are filtered by the system 
according to the current profile and, finally, proposed to the user. For consultation convenience 
the results are ordered according to the score attribuited by the system. The documents can be 
viewed by making a double-click or a feedback can be opered on them by planing an interest 
value with the suitable slide placed on the right side of the user’s interface. In this way, the 
system can update the profile by making it more similar to the user’s interests and increasing the 



precision of the following researches. Thanks to this method, the efficiency of the service 
provided by the actual research motors is remarkably better. 
 

 
Fig. 3 – Research Results 

 
Alternatively, a research in autonomous method can be sent. In this case, the user suggests one or 
more URL on which starting the exploration and, thanks to the research strategies and to the 
implemented heuristics, the system follows the most promising paths or rather the ones able to 
provide the most documents of interest, leads to significant savings in hardware and network 
resources. The user has the possibilty to system logout and to login subsequently. After having 
authenticated him again, the new obtained results will be automatically proposed.  

Finally, for every profile, it is possible to save a set of URL, relative to documents of 
interest  obtained by the research, by the feedback phase or directly introduced by the user. An 
agent of the system, the Social Agent, looks after sharing such addresses among all the users who 
show the same interests, by organising them in suitable clusters. In other words, some little 
comunities are created where the reference of the resources are exchanged. It is a free choice of 
the user to customize (to add or remove) such URL based on the own preferencies. 

 
2.1 User Modeling and Documents Representation 
Holmes is an adaptive content-based information filtering (IF) system where one or more users 
interact to obtain the documents of interest, according to the own interests (information needs) 
called alternatively profiles. The domain of interest chosen in the specific case is the one of the 
Hi-Tech companies. 

In Holmes, we use the space vector model (Salton, 1983), very diffused and well thorough. 
In such a model, the documents and the users’ profiles are represented by vectors that belong to 
an N-dimensional space, in which every dimension refers to a specific concept. To obtain the N-
dimensional base, an expert of the domain has to individualizes such concepts so that those are 
representative of the documents to analyse and semantically incured or orthogonal. If sideways 
such a model requests that the number of terms to consider are in finished number, and therefore 
static, there is anyway the advantage to exploit the usual definite operations on the vectors. In 



particular, like a ranking function used to obtain the similarity among document to analyse and 
user profile, the cosine similarity measure is used: 
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To obtain the values corresponding to the vectors elements, we use the method called term-
frequency inverse-document- frequency (TFxIDF). Taking whichever document dj to analyse, the 
term- frequency tfi,j is the number of occurrences of term ki in dj. Intuitively, the higher such 
value is, the more the respective term can be considered as a good representative of the 
document. Actually, in this way we risk to give too much importance to the terms that represent 
generic concepts and that appear often in a lot of documents. That’s why we consider also the 
value of inverse-document- frequency idfi corresponding to the number of documents, belonging 
to a certain collection representative of the domain, in which appears the term ki. The higher such 
value is, the less the respective term can be considered representative of a single document. The 
value of idf gets: 
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where N is the number of documents of the collectio n and ni is the number of documents in the 
base that contain the given term ki. 

In the filtering process, we extract from the documents to analyse the terms that do not 
belong to the formatting and that do not belong to the common words (by means of a stop list). 
Afterwards, we get the relative morphologic root by applying the stemming of Porter (Porter, 
1980). As well as reducing the quantity of terms to run and on which making comparisons, the 
stemming is also useful to expand the representation of the user’s informative needs. For every 
extracted term, the values of term frequency (tf) and inverse document frequency (idf) are 
drawed and their product assigns to the relative element of the vector. What we obtain is the 
representative vector of the document that can be compared to the one of the user profile. 

If the performance of the system are not satisfying, the user can select one or more 
documents on which operating relevance feedback. Pratically, the user profile gets updated 
according to the informatio n extracted from the documents considered of interest. To improve 
the system, we have implemented a ranting system to reduce the importance of the concepts that 
are not considered for a long time. 

To facilitate the concepts’ research that are not included in the user’s model (for example 
first names referred to facts occured recently, not known during the domain analysis) we thought 
to implement two further systems. The first one gives the possibility to the user to specify one or 
more terms that constitute the query, or rather the short-term informative need. 

Moreover, to improve further on the efficiency, a set of terms extracted from the documents, 
on which the user has carried out feedbacks, called co-keyword, is associated to every profile. 
An equal weight to the one expressed during the feedback is associated to every term. When a 
document needs to be filtered according to a certain profile, the values of the co-keyword 
weights that appear in the document are added up. The obtained value is normalized and 
considered together with the vectorial compared one. That allows to obviate to the used model 



static nature that imposes that the terms to consider are only the one belonging to a prearranged 
dictionary. 

 
2.3 The Search Agent 
Holmes search agent is based on the focus crawling concept (Chakrabarti et al., 1999). The 
objective is to reduce the WWW exploration to a subset of documents concerning a specific 
interest subject. The research starts from a limited set of initial URLs. The agent’s function is to 
follow the most promising links, avoiding to consider the pages that do not concern the specific 
topic. This allows to reduce the hardware resources so much necessary to create implementations 
able to be executed on normal personal computers. 

Some algorithms have already been proposed in literature to face such a problem 
(Chakrabarti et al., 1999; Diligenti, 2000; Yang et al., 2000; Hsinchun, et al. 1998), moreover 
particular strategies have been confronted to improve the traditional crawling systems efficiency 
(Cho et al. 1998; Najork, Wiener, 2001). 

In the prototype under examination, an exploration system has been studied, whose 
prerogative is to produce satisfying results using available resources as little as possible. In 
particular, it has been decided not to implement algorithms that analyse the links’ structure, like 
HITS (Kleinberg, 1999) and PageRank (Page, Brin, 1998), that notoriously use a lot of 
computational resources. Instead, it has been decided to take advantage of the user modeling 
capacities present in the system. 

For every possible path, or rather for every present link in a page that refers to a resource not 
yet visited, the textual information are extracted and analysed. The terms are extracted from the 
string representing the URL and the content of the link (the text underlined that appears in the 
browser window). Moreover, the link context gets analysed, or rather the terms that appear on 
the left and the right side of it. The importance of such terms is told by a weight function that 
attributes bigger importance to the terms next to the link and ignores the one farther than a 
distance fixed in advance. The terms obtained in this way are treated like a document to analyze 
and therefore a relation value is extracted as to the user’s model. The higher such a value results, 
the more the relative link is considered promising. 

To increase the efficiency of the research, it has been decided to consider the whole scores 
attributed by the filtering module on the pages that belong to the path that has lead to the page 
containing the link to analyse (called Ancestor Scores) The more such resources have a high 
score, the more the link to analyse is considered promising. Also in this case we give more 
weight to the scores of the pages nearer to the cur rent one. This method allows to work out part 
of the problem of the local minimums, that means when the agent ends the exploration because 
he has finished on a page considered of poor interest. In these cases, we risk to ignore pages that 
represent rates that can provide favourable paths. But, due to the poor quantity of available 
information, the research finishes. Considering the pages that have lead to the link to analyse, 
can partially provide the lack of such information.   

The heuristic has showed a very satisfying behaviour, especially in the first phases of the 
research, when it is supposed to start from pages concerning the particular subject. 

Concerning the strategy, we have opted for the greedy search, or rather it is always prefered 
to expand the link that results more promising according to the heuristics just described. 

 
3. IMPLEMENTATIVE DETAILS 

  
The system has been entirely realized in Java. The User Agent is implemented with an applet 
constituted of a graphic interface of easy use and comprehension. The applet communicates with 



the server via a HTTP protocol, so to avoid problems due to the presence of possible firewalls. 
Every command is represented by Java objects, serialized and sent as HTTP requests (via POST 
method). From the high server, there is a specific servlet that listens for the varied clients and 
submits the requests to the server via RMI protocol. To reduce the execution time, the crawler 
system is multi- thread. 

 
3. TESTS METHODOLOGIES AND OBTAINED RESULTS 

 
To estimate the system’s performances, the autonomous method has been analyzed, or rather the 
capacity of the system to find the interest pages by exploring the Web. Some combinations 
among strategies and heuristics have been compared. For that experiment, we have taken 3 
distinct queries into consideration, averaging the parameters kept under observation. Our 
research has been stopped after the system had examined 5000 results. As for the URL initial set, 
we got the first 100 results using AltaVista search engine. 

The heuristics considered are: the algorithm implemented in Holmes (Link Text and 
Ancestor Scores), the HITS algorithm, the PageRank algorithm. The used strategies are: the 
breadth first search and the greedy search. 

Concerning the HITS and PageRank algorithms, it has been decided to execute them in 
regular intervals during the reserach. In this way, the computational charge has been reduced 
without degrade notoriously the performances. The resources considered as the most promising 
ones, were the one that have showned higher values, respectively the hub for HITS and rank for 
PageRank. 

The parameters taken into account are: the average of the scores attributed to the resources 
(mean), the average of the first three results with the highest score (mean of first 3 results), the 
average of the first thirty results with the highest score (mean of first 30 results), the highest 
score attributed (max score) and the time elapsed.  

 
Strategy 
Search Heuristic Mean Mean First 

3 Results 
Mean First 
30 Results Max Score Time 

Elapsed 
Breadth First (none) 0.0574 0.4903 0.4438 0.5316 8h 11m 

Greedy Link Text 0.1777 0.4997 0.442 0.5316 13h 57m 

Greedy Link Text +  
Ancestor Scores 0.2843 0.5479 0.5086 0.5592 24h 48m 

Greedy HITS + Link Text 0.1794 0.5615 0.5482 0.5085 49h 33m 
Greedy PageRank + Link Text 0.2242 0.5778 0.5323 0.5951 52h 42m 

 
As you can notice, the algorithm used in the prototype (Greedy strategy and Link 

Text+AncestorScores heuristics) has obtained good results against a reduced execution time in 
comparison to the algorithms that take into consideration the links’ structure. 

 
4. CONCLUSIONS 

 
In this paper has been described an adaptive information filtering system, able to research in a 
autonomous way some interest documents based on the needed information expressed by the 
user. 

The system allows to effect researches by exploiting both, indications provided by 
traditional research motors and autonomious exploration capacities. In both cases, we use the 
user modeling system, in the first case to make the proposed results more significant by 



modifying the order proposed, and in the second one to guide the exploration of the Search 
Agent. 

In the future, a determination of a  test methodology more investigated and less bound to the 
single preferences of the user is foreseen. In this way, it is possible to judge deeper the goodness 
of the different research systems proposed in literature. Moreover, we are experimenting a 
platform with more capacities of representation form the interests manifested by the users. 
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